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Page Compression: A Missing Feature in Postgres

(1 Data compression: Boring but very useful (who does not like saving cost?)
L Why is page compression missing in Postgres?
» Of course, CPU cost and hence performance penalty

» Hole punching support of filesystems

4KB sector
Page f ‘/ Wasted

8KB page q Compressed page|
Pag Compressio P Pag

Storage cost saving < 50% mmmm) Hardly justify the efforts/penalty
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Transparent Compression

@ PostgreSQL

Filesystem w/ transparent compression (ZFS, Btrfs, ...)

Multiple 4KB sectors

Block 1z4

comprenny | Compresettooe | |

Improve compression ratio &  Block size { mmmmp R/W amplification } ~

reduce storage space waste 124 > 2lib/ZSTD =esp CPU overheadf /

One block (e.g., 8KB, 32KB, or 128KB)

Performance‘
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Transparent Compression

PostgreSQL

Journaling filesystem (ext4, XFS, ...)

Block layer w/ transparent compression (RedHat VDO, ...)

4KB 4KB
Per-4KB |z4
N TN e Ol T |
Compressio

Improve compression ratio &

124 > zlib/ZSTD === CPU overhead { === performance ¢
reduce storage space waste
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Transparent Compression

PostgreSQL

Journaling filesystem (ext4, XFS, ...)

Normal block layer
R

In-storage data path compression
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In-Storage Data Path Compression

&SWo 0 HW = ScaleFlux Drive g U.2 form factor

TN e e
N Spa ‘I'g '

M ﬁ : In-line zlib
. n-line zli
PostgreSQL « compression & xamg CFIaSh ) (> TLiINABND
J decompression ontro as

GF TensorFlow i %ng |

 Data path per-4KB zlib compression (2.4GB/s) & decompression (4GB/s)
4KB 64KB NAND flash page

Compression

zlib compression ™= High compression ratio  Tight packing ™= Zero space waste
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In-Storage Data Path Compression

&SW o HW = ScaleFlux Drive N U.2 form factor

Oy e O Egix
s Spor‘lg |

MysalL:

PostgreSQL « &

1

GF TensorFlow i %ng |

|
, : :
, In-line z_||b Elash
compression &

decompression

TLC NAND
Control Flash

O Completely transparent to OS and user applications

O Expose an expanded LBA space to materialize cost saving

>> Expanded LBA space (e.g., 32TB) >>
Flash management with data path |
0 compression )
NAND Flash (e.g., 4TB)
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Managing Logical & Physical Capacity

File System View Drive View
1. Initial installation & formatting (Logical) (Physical)

* User selects 6.4TB Logical Capacity .
3.2TB Physical

2. User sends 3.2TB of User Data 6.4TB Capacity Capacity
e Datais 2:1 compressible

3.2TB User Data 1.6TB Used Physical

- Capacity
3. Compresses & writes the data
* Data uses 1.6TB of physical capacity

-

| S— 3.2TB Free 1.6TB Free

Capacity Physical Capacit

Transparent & Dynamic Free Space Management
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Straightforward Usage

1 Xeon E5-2667 v4 32-core @ 3.2GHz, 256GB DRAM
1 CentOS 7.5.1804, Postgres 10.10, Sysbench 1.1.0 (64 threads)
[ 3.2TB vendor-A NVMe drive vs. 3.2TB ScaleFlux drive

O In-storage compression: 2TB Postgres dataset = 776GB (60% reduction) Smaller storage
footprint

120% Where does the TPS gain mainly come from?

A 100% l
80% Less flash memory
© | 60% access conflict
40%
: 20% l

0% Higher page read
throughput

Normalized TPS
(higher is better)

read_only update_non_index update_index point_select read_write

Vendor-A Drive M ScaleFlux Drive
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One Step Further

8KB/page 0%
| /‘p g Reserved for Performance1 @Q
future update R 1/ -
Data (fillfactor) . (od
T Storage space f !59
L ,
Normalized
8KB/page Perfor;‘nance
; 200% g
Data 0’s 1 ! ,7 1 ® SFXNVMe
: // i' i // :
! | // E i
Data path compressicn 100% |--------- €@ === @y mmmmm - i @ Commodity NVMe
; L7 R~0 |
, | : | .
YCompressed data }’ i : ! Physical storage

300GB 600GB 900GB Hsage
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Reduce Fillfactor at Zero Storage Cost

3000
2000
(an]
O
1000
0 1
Raw Data Size Logical Capacity Used Physical Capacity Used
M Vendor-A Drive (FF100) M Vendor-A Drive (FF75) M ScaleFlux Drive (FF100) M ScaleFlux Drive (FF75)
300%
g_’ ’gn
=B
0,
8 2 200%
N «n
© -
e 2| 100%
B oo

0%
read_only update_non_index update_index point_select read_write

H Vendor-A Drive (FF100) B VVendor-A Drive (FF75) M ScaleFlux Drive (FF100) B ScaleFlux Drive (FF75)
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More Opportunities

O The well-known bloat problem of Postgres
O Maintains UNDO within each table =» updating a tuple leaves a dead tuple in table

Updatesf == # of dead tuples| ™= Storage wastef ™= Vacuum === Pperformance$

-@- Zero-force dead tuples to reduce the vacuum activities

4KB sector 4KB sector
Tuple #1 | Tuple #2 (dead) | Tuple #3 Tuple #1 0’s Tuple #3
Zero-force
Data path compression geag feCOfH Data path compressmn
|
|
Compressed block TCompressed block [*
Flash memory Flash memory
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More Opportunities

PostgreSQL
&SW o HW -

Flash NAND
Control Flash

Truly intelligent Predicate

data analytics filtering

Post:
estoeSCl s Hw g
Truly intelligent Predicate 2 NAND
.. a)
data analytics ering alb - ontro \E Flash
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Rise of Computational Storage

Compute ﬁ Networking @ Storage '

FPGA/GPU/TPU SmartNICs computaﬁonal Storage

Heterogeneous
Computing

End of Moore’s Law 10 - 100-400Gb/s Fast & Big Data Growth

Tremendous Value-Add to Applications & Infrastructure

@ Scale performance with increasing workload capacities

e Optimize total infrastructure footprint

@ Highly adaptable to evolving modern applications
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Summary

= |n-storage data path compression: The perfect match with Postgres

= Volume deployment today
 The most advanced Computational Storage Drive
* Immediate impact of compute AND storage I/O acceleration

Questions?

www.scaleflux.com

tong.zhang@scaleflux.com

Q ScaleFlux

Computational Storage for Data-Driven Applications



Thank You




